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Abstract – Law enforcement organizations are often 

faced with very large quantities of sensitive 

information distributed across many disparate 

databases. Therefore, the architectural foundations 

of law enforcement information sharing systems are 

of critical importance. This paper reviews two 

general approaches, centralized and federated, to 

creating information sharing systems that combine 

disparate, autonomous database systems into a 

single system without disrupting the autonomy of 

the pre-existing systems. Centralized systems 

combine some or all of the data from each database 

into a single central database. Federated systems, 

on the other hand, provide a common interface 

which takes a single query sends out separate 

queries to the individual databases and then 

combines the results. This paper evaluates each 

approach according to seven metrics: 1) autonomy, 

2) security, 3) performance and scalability, 4) 

usability, 5) advanced functionality, 6) public 

perception, and 7) operational costs. Centralized 

systems are determined to have advantages in the 

areas of performance and data mining, whereas 

federated systems are determined to have 

advantages in data ownership management and cost 

of infrastructure and training. Although the final 

architectural choice for a particular information 

sharing system should depend on the specific needs 

of the organization, neither approach will be perfect 

for any implementation. In order to alleviate the 

drawbacks of the chosen approach, this paper 

recommends the use of a strategy known as hybrid-

umbrella form for centralized systems and 

centralized access policies for federated systems. 

 

Index terms – information sharing, distributed 
databases, centralized systems, federated systems. 
 

 
he increasingly interconnected world has been 
defined by the enormous volume of 
information that is accessible via electronic 

mediums. Such a wealth of available detailed 
information is a blessing to law enforcement efforts. 
However, it is also a burden in that the sheer amount 
of available data demands increasingly complex 
organization and cataloging procedures. Law 

enforcement data is useful only if it can be easily 
accessed. With the conclusion of the 9/11 
Commission on Terrorist Attacks that information 
sharing among law enforcement and private-sector 
agencies needs great revision, a level of urgency is 
given to the task of facilitating such sharing.  
 
The general idea of making mission-critical 
information available upon request by authorized 
users is obviously not new, but many 
implementations are only becoming feasible now, as 
new infrastructure and common languages / protocols 
are developed. In the justice and law enforcement 
sphere, the adoption of GJXDM as a standard for 
document-centric information exchange created 
multiple opportunities for making data available in a 
common format (Howard and Kanareykin 2005). 
There have been multiple information sharing 
projects implemented on the local, state, regional, 
and national level with a broad spectrum of results. 
This paper aims to inform the reader as to the 
comparative characteristics and recommended 
approaches to the prevalent information sharing 
architectures that have been used—the federated 
database system and centralized database system. 

 
For efficiency and/or privacy reasons, many law 
enforcement information sharing systems may be 
only contain information pertaining to a specific 
geographic area. This paper will primarily 
concentrate on American information systems on the 
state level. For the most part, when talking about 
‘sharing nodes’, the reader may assume county-level 
entities, unless stated otherwise. 
 

I. CENTRALIZED DATABASE SYSTEMS 
 
A centralized database system operates by having all 
participating nodes send their data to a single, 
centrally-located data repository where it is organized 
and stored. Instead of going directly to the original 
source of information (e.g., a county database), users 
request information from the central repository. The 
data is brought to a common format that all nodes 
participating in the sharing initiative need to be able 
to read or send in. Historically, this was the first 
architecture model, largely because of limited 
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connectivity and low availability of advanced 
information systems in local jurisdictions. As these 
constraints are disappearing, the centralized systems 
are being replaced or supplemented by other 
architectures; however, it is too early to completely 
discount them. 
 

 
Figure 1: Architecture of a centralized database 

system 
 

II. FEDERATED DATABASE SYSTEMS 
 
A federated database system (sometimes referred to 
as the middleware system) is a model designated to 
support information sharing amongst autonomous 
and heterogeneous systems. A federated system 
involves individual nodes maintaining control over 
their own information, but agreeing to share a portion 
or all of this information to other nodes upon demand. 
Recipient users request a designated piece of 
information using a common intermediary interface 
which then performs a search on the autonomous 
nodes. The Internet provides a core example of the 
prototypical federated structure: users can access one 
another’s websites and they can also update their own 
websites, but there is a level of autonomy and 
ownership incorporated in the system (Harbitter 
2004).  
 

 
Figure 2: Architecture of a federated database 

system 
 

III. ARCHITECTURE COMPARISON 
 
In discussing the centralized and federated 
architectures, in particular as they relate to justice 
information sharing, the following characteristics 
appear to be most pertinent: 
  

• Autonomy – Even though the objective of 
information sharing is to raise the cognizance 
of members of the sharing community, these 
members are still individual entities and thus 
have concerns over how much control they 
have over the information they collect and 
share. There are also regulatory issues to 
consider, such as privacy legislation and 
existing sharing agreements between the 
entities such as states or counties. 

 
• Security – The data being transferred over law 

enforcement information sharing networks is 
very sensitive and issues of information 
security and integrity are central to the 
architecture. 

 
• Performance & Scalability – The processing 

and communication load imposed by the 
system is essential to its adoption; the speed 
with which updates can be made is also 
essential. 

 
• Usability – Ultimately, any system 

architecture will have to cater to the needs of 
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the law enforcement agent. These users 
require up-to-date information and often have 
little to no IT experience, aspects which must 
be taken into consideration when building 
information sharing systems. 

 
• Advanced Functionality—Data collected may 

need to be used for complex searches, 
especially ones related to detecting terrorist 
activity; it is important to find out if the 
architecture is conducive to these tasks. 

 
• Public Perception—Multiple attempts at large-

scale information sharing have come under 
heavy public scrutiny due to the perception 
that data-mining will lead to abuses without 
checks and balances in place. A successful 
approach needs to take this into consideration. 

 
• Operational Costs—As with any large-scale 

operation, concerns over cost-benefit issues 
are at the forefront of all decisions to 
implement information sharing.  

 
The following sections will use the above listed 
characteristics to highlight the pros and cons of the 
reviewed architectures, and provide background for 
recommendation on the proposed solutions.  
 

IV. AUTONOMY 
 
The federated system’s construction avoids most 
autonomy concerns. When searching for information 
in a federated database system, the user initiates a 
query on a front-end application which returns 
relevant items located at multiple remote databases. 
The initiator then proceeds to integrate the remote 
results into the user’s own system and use them 
(Fang, Hammer, McLeod and Si 1991). By agreeing 
to participate in a federated information sharing 
system, each node agrees to share a certain amount of 
its own information, based on some form of 
agreement. This requires a level of strategic thinking 
in how much information each user should share with 
the network, and can be resolved by implementing a 
sharing policy that aims to protect the integrity of the 
entity’s core business practices while enabling a 
coherent sharing network (Bae, Kim and Huh 2003). 
Individual nodes then control their sharing policies, 

detailing the separation between external business 
process and the core internal business processes. 
 
Issues of autonomy are more difficult to reconcile in 
the centralized system; it is the very nature of the 
central database that counters notions of individual 
data ownership. It has been noted that the concept of 
relinquishing a certain degree of autonomy and 
ownership in a centralized database structure is 
especially troublesome for law enforcement 
authorities (Nagel 2004). Whereas in a federated 
system each node retains complete control over their 
own information, in the centralized structure this 
governance is usually the responsibility of a 
relatively small group. Losing the ability to control 
the dissemination of one’s data or the choice to 
disengage from sharing transactions is an ominous 
caveat mandated in centralized systems. 
 
The central question, therefore, is how the sharing 
policy is created and enforced. Federated systems 
provide a closer match to how sharing is happening 
in the “real world” and let local nodes update their 
systems in the way that best suits their operation 
needs, but may require a local node to maintain a 
large set of separate policies for sharing with 
different partners. Centralized systems can 
inconvenience local nodes as they have to adapt to 
the way centralized database is structured and 
operated; however, a centralized system is more 
efficient at defining the disclosure / update policies 
that apply to its users.  
 

V. SECURITY 
 
Centralized models are typically associated with a 
higher overall level of security. By storing data 
within one large database it is easier to account for 
data integrity than if the data items were distributed 
among multiple partners. However, the centralized 
data pool presents a security challenge in the event 
that a malicious user does gain access: while the 
potential for rogues gaining entry into centralized 
systems is lower than for federated systems, the 
amount of damage that these users can inflict is 
potentially higher. Relatively minute changes that are 
hard-to-track pose a great threat to the integrity of 
criminal record data. Furthermore, there is higher 
potential for large scale identity theft and 
unauthorized data mining.  

 
In a federated system each individual node is 
responsible for ensuring the security and integrity of 
their own information, which also has benefits and 
drawbacks. On the one hand, this allows extra 
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protection to highly specialized resources left in the 
hands of original owners fully aware of the value; it 
also diffuses the information, leaving a potential 
attacker with smaller gains should an attack be 
successful. On the other hand, the task of securing 
multiple autonomous nodes (especially on the level 
of county databases) can be daunting; budgetary 
constraints and available human resources are two 
major impediments.  

 
It is important to remember that even the most secure 
centralized system does not replace the previously 
installed infrastructure on the local level. A 
vulnerable (but trusted) local system may serve as a 
gateway for an attack on the centralized database. 
The choice of architecture does not guarantee secure 
sharing; a well thought-out security policy is required 
in both cases.  
 

VI. PERFORMANCE AND SCALABILITY 
 
When using a federated system, users submit queries 
to a front-end which decomposes each query into 
sub-queries that can be handled by the various 
database servers in the federation. Multiple results 
are then put together into one data set given to the 
user. Because of their distributed design and the need 
for query translation and “stitching together” the 
results received from multiple databases, federated 
systems are inherently slower. There are always 
queries involving moving large amounts of data 
between systems, and queries that are difficult to 
optimize. Performance in a federated system requires 
a developed cost-based optimizer that is aware of the 
distribution and heterogeneity of the back-end servers 
(Winter 2002). A centralized system, once built and 
populated, is far more efficient. Indexing within one 
database application allows significant gains in terms 
of search time on both small and large data sets.  
 
However, federated approach with data is entered on 
the local level, are more likely to be up-to-date, and 
are more likely to be available sooner. Centralized 
systems frequently have a standard lag-time in how 
up-to-date information is. In the OLLEISN database, 
one of the centralized databanks within the Ohio’s 
OHLEG system, information is sent to the central 
databank on a weekly basis (Petro 2006). 
Furthermore, in terms of scalability, federated 
systems have a clear advantage as adding more data 
sources or upgrading existing ones does not affect the 
basic database structure. The current trend of making 
more information (i.e., financial records, etc.) 
available to the law enforcement information systems 
is therefore better supported. 

 
The decision between a federated and a centralized 
system primarily hinges on the patterns of use that 
are most likely to happen once the system is 
operational. If most users will query and analyze the 
data from multiple jurisdictions, the centralized data 
warehouse is preferred in the long run. If users are 
more likely to access information from only several 
locations (e.g., neighboring counties or a few 
specialized repositories), a federated system is a 
better choice. Speed of updates and availability of 
data are other important considerations – while a 
centralized system may be slower to update, it helps 
remove some of the ambiguities in the data (such as 
subtle name differences). 

 
It is important to note that purely performance-based 
comparisons are being quickly made irrelevant by the 
increases in communication speeds and processing 
power, so scalability issues and future expansion 
plans should be given priority during decision 
making stage. 
 

VII. USABILITY 
 
Searching data records for connections and existing 
relationships is essential for law enforcement 
investigations. Information overload and confusion 
are common impediments to efficient analysis, 
especially when the investigation takes data from 
different systems and regions (which is essential in 
preventing drug cartels and terrorist groups) (Hauck, 
Atabakhsh, Ongvasith, Gupta and Chen 2002). The 
degree of ease with which the individual user is able 
to navigate the information sharing network has been 
a serious concern, for it is the users who ultimately 
drive (or resist) the system adoption.  

 
Earlier systems showed usability differences between 
centralized and federated systems. For example, a 
National Institute of Justice study of the efficacy of a 
federated automated information sharing platform 
amongst police officers in the San Diego Sheriff’s 
Office cited most officers as saying that the 
Automated Regional Justice Information System 
(ARJIS) made them more efficient and improved 
their work quality (Zaworski 2006). However, these 
same officers also reported that the potential for 
information-overload was very real and that most of 
them needed better training (officers spent significant 
amount of their time educating their colleagues about 
ARJIS in informal sessions). Centralized systems 
were generally shown to be usable with minimal to 
no training and with great efficacy (Chen, Zeng, 
Atabakhsh, Wyzga and Schroeder 2003). 
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It is important to note, however, that oftentimes 
systems referred to as “federated” are merely portals 
that provide links to a variety of resources 1  (and, 
hopefully, some sort of single sign-on capability). In 
this case, the linked resources are likely to have 
different interfaces and search capabilities, which can 
be confusing to a user. The current view of a 
federated system is different: the burden of making 
resource-specific queries is on the middleware, and 
the user is presented with one interface which is 
capable of combining the results properly. In this 
sense, user-level requirements for both federated and 
centralized systems are the same: display the 
information in the manner that is easiest to interpret, 
and provide a search generating relevant results. The 
amount of work required to make this a reality is 
obviously higher for federated systems.   
 

VIII. ADVANCED FUNCTIONALITY 
 
In light of increasing requirements for information 
systems to support searching for terrorist activity and 
related crimes, support for advanced functionality 
such as data mining is integral in weighing the 
benefits of any sort of information sharing initiative.  

 
The potential for data-mining is a significant 
advantage for centralized systems, to the point that 
some information sharing networks are designed with 
only this objective in mind. The Illinois Integrated 
Justice Information System (IIJIS) is creating such a 
system aimed at analyzing trends in Illinois’ county 
probation caseloads. The POLARIS 2  Project is an 
effort to centralize information on individuals on 
probation from across the state. The driving 
motivation behind the program is to “analyze trends, 
perform group comparisons, and provide an empirical 
basis for evaluating probation programs, strategies, 
and practices” (Nagel 2004). 
 
However, data mining is not limited to centralized 
systems, and there are existing tools for federated 
database mining. Tucson Arizona Police 
Department’s COPLINK Detect module (Chen, Zeng, 
Atabakhsh, Wyzga and Schroeder 2003) is one of the 
two COPLINK modules that is tailored to law 
enforcement agents interested in intelligent analysis 
tools. The program automatically populates 
                                                 

1 And such portals are likely to serve as the “comparison” 
systems for centralized database marketing 

2 Probation On-Line Automated Reporting Information System 
(POLARIS) Project 

associations and trends between multiple data points 
using a technique known as Concept Space. 
COPLINK Detect has the ability to automatically 
locate relationships between organizations, locations, 
incident and crime type, and persons. Link and trend 
analyses are potentially more accurate in the 
federated system because they are occurring at the 
local databases with most up-to-date information; 
these links and trends may therefore be integrated to 
create a more cohesive picture than is possible with 
the centralized system. Federated systems such as 
FINDER system incorporate a link analysis function 
and will potentially expand to enable i2-based data 
analyses (Sarkar 2005). As mentioned previously, 
performance concerns are likely to be a problem for 
federated systems and need close attention in the 
short run if one is to implement a federated system. 

 
IX. PUBLIC PERCEPTION 

 
The public’s negative perception of the multi-state 
MATRIX information sharing program was one of 
the factors that prompted the program’s termination3 
(Greenmeier 2005 and Crime Control Digest 2004). 
While data mining may be incredibly useful for law 
enforcement officials, these types of analyses are 
considered morally ambiguous by privacy advocates 
citing potential for unconstitutional searches without 
probable cause.  
 
While not a technical aspect per se, public perception 
will play an influential role for building information 
sharing networks, as the public scrutinizes programs 
that contain sensitive information about individuals. 
Recent media attention on the intelligence agencies’ 
data harvesting projects is sure to influence how the 
public gauges whether or not to support future 
attempts to create information sharing networks 
(Belson 2006 and Farley 2006).  

 
Demonstrable technical solutions to privacy concerns 
need to be incorporated into any system prior to 
adoption. While it is possible to implement special 
safeguards in centralized systems, they are likely to 
be viewed very negatively as it is nearly impossible 
to verify when and how the safeguards are used. 
Federated systems with explicitly stated sharing 
guidelines would be more easily accepted by the 
public. 

                                                 
3 High costs were also a concern 
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X. OPERATIONAL COSTS 
 
A comparison of the two models with respect to their 
operational costs requires a separate cost/benefit 
study because it is hard to find two systems that are 
similar enough to allow for such comparison. The 
existing implementations, their funding levels and 
sources, are too diverse to make a fair comparison. In 
general, when discussing the cost of proposed plans 
for creating extensive information sharing networks it 
is important to consider both the initial start-up as 
well as the subsequent maintenance costs; a federated 
system appears to have an advantage in both of these 
cost-associated domains.  
 
Centralized systems have the cost burden of 
establishing central repository infrastructure for data 
storage which entails new servers and other hardware. 
Additionally, it is harder to train employees to 
operate in the new system, which is likely to be 
significantly different from what they are used to. 
While a federated system also involves up-front costs 
of creating the middleware and creating interfaces for 
sharing, it is able to reuse a lot of existing 
infrastructure and skills, and augment rather than 
replace them, therefore lowering the total costs. 

  
V. RECOMMENDATIONS 

 
Now that we have reviewed the architectures with 
respect to the important characteristics defined earlier, 
we can summarize the findings for specific 
architectures and recommend an optimal 
implementation approach. 
 
Centralized systems: While centralized systems 
provide a number of benefits for law enforcement, 
particularly in the performance and data mining area, 
there are a number of reasons why it is increasingly 
hard to implement one on a state level. As discussed 
earlier, investment in existing infrastructure and 
training, as well as data ownership issues, are likely 
to be significant obstacles. However, if a proposed 
system direction is towards a centralized system, 
there are a number of steps that help alleviate these 
concerns.  

 
The best approach would be to implement a hybrid 
centralized system, introducing centralized elements 
into an existing network, but with a view to 
supplement rather than replace it. This strategy can 
serve as a bridge to a more centralized system, 
leveraging the existing infrastructure while avoiding 

the shock of introducing all new elements at once. A 
transitional model known as “umbrella model” uses 
an index to create links to information stored on 
systems belonging to different justice entities, rather 
than move the data over to the centralized repository. 
The system keeps an up-to-date index of items stored 
in multiple repositories, and can point users to a 
particular repository containing the information they 
are looking for. While there is an update latency, it is 
reduced compared to full data replication because the 
index update sent to the central location does not 
contain all the new data. The searches are performed 
on the central system and can be optimized, allowing 
better user’s response time and trend-and-link 
analyses.  

 
As the index is developed and tested, and gains users, 
parts of the information can be moved to the 
centralized database, allowing segments of data 
providers to join the system. The back-end changes 
can be made relatively easily while keeping the 
unified interface the same, and do not necessitate a 
simultaneous transition of existing databases to the 
centralized one. 
 
Federated systems: Federated technologies aim to 
provide the necessary “glue” for heterogeneous 
systems that are being used in different jurisdictions. 
The adoption of the federated databases paradigm 
matches the overall industry progress marked by 
availability of developed networking infrastructure 
and processing power to more than just one 
centralized location. As today’s law enforcement 
relies increasingly on using heterogeneous 
information sources and adding new ones quickly, 
federated approach is quickly becoming the preferred 
way of integrating disparate information sources. 
With Service Oriented Architectures (SOAs) 
becoming widely adopted and implemented using 
Web Services technologies, and GJXDM interfaces 
developed by LE vendors, there is a significant 
foundation laid for future growth. 
 
In the “Autonomy” section, sharing policies were 
identified as a possible obstacle as the federated 
system may have local nodes defining their own 
policies- potentially conflicting with or duplicating 
the policies of other nodes. A more efficient system 
is a “centralized policy” system, which lets the local 
nodes maintain the data, but keeps a centralized 
repository of sharing policies (and at least a baseline 
security policy) that can be viewed and updated by 
participating nodes, given proper access level. This 
does not mean a deviation from the “ideal” federated 
model, as federated / middleware systems in the law 
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enforcement domain will always have a requirement 
for maintaining some kind of centralized directory of 
participating nodes.  
 
Performance concerns are inherent in the federated 
systems, but, as discussed previously, this is likely to 
become a smaller concern in the future. 
Implementing better indexing on the end nodes will 
help alleviate some of the latency associated with 
local searches. Furthermore, while data warehouses 
are typically associated with centralized architectures, 
federated systems can also benefit from incorporating 
one into the sharing structure. In a federated system, 
a data warehouse can function in parallel to the rest 
of the system, collecting and organizing the 
information that local nodes agree to share with it; 
stored information is cleaned and optimized for 
reports and queries. This is important because 
individual agencies’ systems are typically optimized 
for their day-to-day transactions, not for reports and 
queries from the outside. A data warehouse would 
take away some of the search load (especially for 
frequently looked up and relatively constant, but not 
sensitive information), thereby allowing local nodes 
to work on more important and challenging tasks. 

  
As we have seen, both centralized and federated 
architectures have benefits and drawbacks, and the 
choice to use one or another should be made based on 
the specific state / locality requirements, predicted 
patterns of system use, and specific information on 
the state of information storage and exchange within 
the jurisdiction, because it drives the need to data 
conversion and transition. As mentioned previously, 
it appears that if a centralized information sharing 
approach is chosen, it would be most successful if it 
followed the umbrella model; a federated platform 
approach, if chosen, should incorporate a “centralized 
policy” structure. 
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